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5.2.4. M('rging Relation Trees 

I R,1 Tn'" contains the function MergelnToList for the purpose of placing itself into as,;':", list 

in the appropriate manner; either by adding itself to the list or by merging itself with a tree of the 

same verb as itself, should one exist in the list. In the case that a merge does need to be done, it will

I call the root P',! Nuk's function Merge to merge the RelNodethe function belongs to into the 

I 
parameter p,.) /T,e1e. To implement this function, first an arbitrary ordering on F'~ 1Node is needed, 

so Equals and CompareTo are implemented. They consider the relation, then the category, then 

the offset. In the case that the nodes are equal the tallies are added, any children nodes equal to a 

child of the other node are merged, and any remaining children nodes are added to the other node 

I as children. If, however, the two nodes are not equal, then the node deemed smaller has the other 

"""dd"";".<: ""B' >.I 
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5.2.5. TIl(' (;rs Obj('Cl 

The class Gn, wraps around the R,' 1 Th" list and ensures that those that are requested are either 

calculated or loaded from disk as needed. The function called to do this is Load which operates in 

three stages. First, it will attempt to ioad the counts file, which contains the totals of all the noun 

I sightings; if it fails to load it, it will build it from the .grs file. Secondly, for each verb sense in the 

I 
parameters, it will either load the appropriate tree from disk using the Fe j 'J'l' " constructor, or add 

that sense to a list of trees that need to be calculated. Thirdly, it will calculate all the relation trees 

that were not found on disk, finally returning a list of them all. 

I
 
I
 
I
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5.2.6. Building Relation Trees from Relations 

The function dealing with building the required relation trees out of the .grs file is called sui Id. Its 

parameter is a list of verbs wanted. After opening the file, it goes into a for-loop. This loop iterates 

once for each sentence in the .grs, a sentence being made of a list of relations and the annotated 

sentence. In the loop, the relations are loaded using LoadRels. This, going from the current point in 

the file, will return a list of ce J objects, this class containing all the information on a particular 

relation appearing in the corpus. A F'o] object's constructor takes both an l ni t' 031 Feo 1 object, 

which contains the bare information gathered from the line of the .grs with the relation on it, and an 

t,:,r2, which contains the annotated sentence that appears after each block of 

relations. These are combined so that the words in each relation are put in their simplest form (i.e. 

"running" becomes "run"; "indices" becomes "index"). The structure of Eel itself is that it contains 

several lists, and the nth element in each list relates to the nth parameter of the relation. Upon 

having built this Pel list, all that are not ncsubj or dobj are eliminated. 

With a list of all the useful relations, the tree can now start being built. First is a call to MakeTrees. 

First of all this function calls GroupRe Is which groups relations for the same verb and groups them 

together in a list, returning a list of all these groups. Then, for each of these groups, a call to 

MakeSingleTree is made. This function first looks up the verb, and then for each sense of it, 

depending on whether or not that sense appears in the want list, it loops through the list of Rc 1 

objects and adds them to the tree. Finally, it returns a list of all the trees. Upon returning, all these 

trees are merged into a master list of trees using the MergelnToList function from pe ] T, h . 

Finally, it is cached on disk. 

5.2.7. The Counts SlJ'lIclllre 

In order to do any kind of sensible statistical analysis on the data collected, as well as knowing the 

number of times that a noun appears with any given verb in a given relation, it is also necessary to 

know how many times it appears in total throughout the corpus with that relation, and also to know 

the total number of nouns with a relation. This is stored in the C'.:n: '" structure, which contains 

two dictionaries of offsets and two numbers, one of each for dobj and ncsubj. If the counts for the 

.grs file already exist, LoadCounts will load it from disk. To actually build the Ccun' f: from scratch, 

the function Count is used. This loops through the entire file loading blocks of relations and 

processing them using the LoadRels function. It then determines which relations are useful, and for 

each sense in each of these it adds the appropriate amount to the appropriate counter in the 

appropriate dictionary, depending, respectively, on the number of senses the word has the sense in 

question, and the relation the word is seen with. Upon processing the entire .grs file, each dictionary 

is summed. This information is then all saved to disk, and returned. 

r:" Q . .'.,'. uenes 
The (" 10",' class represents the part of the input that determines which verb information is asked 

about, what restrictions should be applied to this, and which grammatical relation is to be examined. 

When constructed, the Q11e,? object is given the desired relation and the name of the word 

requested, as well as the relevant ;"',, object. The constructor then calls the [;, '.' Load function to 

get the RelTn. ( list for all the senses of the verb. Finally, pointers to the appropriate counts object 

are set. 
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Having constructed a ~u" C"! object, it is now possible to add restrictions to it by calling Restrict. 

I This causes a Fe ,~r ,. _ '0 L _ 'Ole object to be added to a list of restrictions. The ?c ,. U .i. ct ,on class 

I 
stores the information on the relation and the list of offsets of the senses. Each restriction also has 

the ability to be marked; the purpose of this being that when searching a F'.lTl·C"' for nouns that fit 

the query it is possible to note which restrictions in any given path through the tree have been met 

I 
There is also a mark on the query object as a whole in order to mark that the relation being searched 

for has been seen on this path. In order to implement marking, there are three functions: Mark will 

mark any restriction matching a relation and offset; Unmark removes marks from everything; 

AllMarked determines whether or all the restrictions and the query have been marked, that is, it 

I have found a path on the Re j Tn e that it approves of. 

After construction and the adding of restrictions, finally, a call to DoQuery can be made, which 

I returns a FYI ,,': tc' with the ,',;~ ,'': passed to its constructor. 

5.4. Hypernym Tree Building Phase

I The purpose of the hypernym tree is to represent all words in the dictionary that appear in the 

I 
corpus, along with all of their hypernyms up to the root word, "entity". The example below shows 

the hypernym tree that would be constructed for the word "home". In the rare case that a sense has 

two hypernyms then both paths would be counted for half their original tally. 

I
 To build the hypernym tree, the constructor of ByperTre" takes the Foel Trc'(' list from the '''''' , ~.
 

it is passed, and, for each E· 1T1e~, calls addtree on its root node. The purpose of this function is 

to walk the lIelT,,·' applying the marking procedure in the Quo y and its R""U j c I .lon objects as 

I described earlier. It will find all valid minimal paths, and for each one will call a function to add this 

I 
path to the I'YJ>'l T ,,'e. That function is called AddPath. The argument is the deepest point of the 

relation tree on the path. The purpose of this function is to recurse from that node up to the parent 

until the R.' 1Nc"l" that matches the relation the query is looking for (i.e. the one node that matches 

but is not a restriction). 

I Now that the correct node of the "".1 T,',> has been identified, the function AddRelNode is called. 

Firstly, a new FINod", the node object for Byp,o-Tree, is made. Depending on the use_literals 

option that is settable in Que'I:', either the entire tally of the node will be passed to the constructor I of llNo-!e, or it will look up the literal word in a dictionary of tallies in the "e L:;.:'j,:. The constructor 

itself stores the parameters, taking into account any duplicate paths to the root of the hypernym 

I tree due to a sense having two or more hypernyms. After creating an "!;eoe, AddRelNode will call 

I 
CreateRootList. This function takes a list of the single ENG,]e and outputs an """dc, list, all of 

which represent "entity", the root of the hypernym tree, with each of these having a single chain of 

parents descending until it reaches a sense of the 

entity entity noun in the leaf. This caters for words having 

I more than one hypernym, having one chain for 

each route to the root An example shown here is 

for word W, which has two hypernyms, X and Y.

I Both X and Yhave the hypernym "entity". On the 

I 
first recursion of CreateRootList, it is noted 

that W has two hypernyms, and the next call to 

CreateRootList ;s passed a list of two 

I 

•
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elements: both X and Y, each with a separate copy of Was a child. On the final recursion, it is noted 

I that X has one hypernym, and that is added to the list with X as a child. The same is done for Y. Since 

I 
no more elements of the list have hypernyms, the function finishes. After this, AddRelNode will call 

AddHNode for each chain. 

I 
The purpose of AddHNode is to add each chain to the master tree of the Hyp'",Trce object. First, a 

pointer to the root of the master tree is set, and then the function goes into a loop that repeats 

while there is something left in the chain. Inside the loop, if the child of the head of the chain a child 

I 
of the IiN'.>cl" at the current pointer in the master tree, then nothing is done. If no child matches, 

then a copy of the chain's child is created and added to the master tree. Before looping, the pointers 

are moved down the trees. Upon reaching the end, the tally is added from the leaf of the chain to its 

entry in the master tree. 

I Thus, the form of the hypernym tree has been created, with tallies on the nouns where they have 

been actually seen. Since we want the tallies to be cumulative in the hypernyms, the constructor of 

I E~Te, '1',.,., performs one last act before returning: a call to Ini tSumTally on the root of the tree. 

I 
This walks the tree adding the summed tallies of any children to the tally of a node to produce the 

nodes own summed tally. Additionally, using the counts dictionary, it calculates the summed tally of 

I 
the times each noun has been seen with any verb. This is done by again recursing on the child nodes, 

and with the help of the function CalcAnyVerbTally, used to retrieve the any-verb tally for nouns 

that do not appear in this 'iypel c;ol ",e; that is, nouns that have not been seen with the verb 

currently being considered. 

I •II 
I 
I 
I 
I 
I 
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6. Methods of Analysis and their Results

I 6.1. Tested Verbs and their Expectations 

I 
Because of the length of time it takes to process .grs files into relation trees. for the purpose of 

testing only a few verbs were used. These were intended to give a variety of results. The verbs "buy" 

I 
and "sell" were selected to try and have two verbs that would produce similar results. and "invest" 

to produce slightly less similar ones. but still along the same lines. For all these, we would expect to 

see a variety of nouns relating to finance. such as "stocks". and also for "buy" and "self' it would be 

expected to see something representing a general buyable object. such as "artefact" Also. "find" was 

I included so as to provide general results, possibly even returning "entity" itself. and "win" and "eat" 

for very specific results, such as "contest" and "food" respectively. 

I 6.2. Resnik's Method 

I 
The first method used for choosing data is Resnik's method, which is a standard method in natural 

language processing for acquiring the seleetional preferences of verbs (Resnik, 1993) (Resnik. 1997). 

This involves comparing the percentage of times a verb has had a particular noun attached to it. and 

the percentage of occurrences that that noun makes up of the total sightings. 

I (n, v) represents the pairing of noun n and verb v 

(n, V))w ((n. v) (n. any) )I ( (any, v) log (any, v) : (any. any) 

I The rough reasoning here is that if a noun is more common with regard to one particular verb. it 

should get a higher rating. Conversely. if a noun is more common overall. it should be rated lower. In 

addition, a weighting is provided to influence the scores to be higher further up or down the tree,

I depending on the value ofW. 

6.2.1. nesllits of Resnik's Method 

I The method was tested on a variety of verbs. It appears that it is generally possible to cause the
 

I
 
method to produce useful results; however this vastly depends upon the weighting. For example.
 

"win" produces sensible results (the top few being ..chompionship..... title", "bocking", "oword",
 

"prize", and "game". all with the obvious definitions) when the weighting is between roughly 0.3 and 

I
 
0.6. The verb "buy", on the other hand. produces good results between 0.5 and 0.9 (such as
 

"ortefact", "security certificote", "relotions", "monetary unit". and "technology"). There are.
 

however, unexpected results reasonable near the top. such as "buy founo". and "win gome" in the 

meat sense. These are undesired results as, even though they are reasonable things to occur, they 

I are far too specific. Other verbs vary similarly to the point that there is no clear weighting that will 

I 
give optimal results for every verb. It is plausible to assume that this is due to not having a 

sufficiently large corpus. but it is more productive to attempt to improve the method. 

I 
I 
I 
1­
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6.3. Chi Squared Testing

I Chi squared testing, a standard method, compares a set of observed data to that which is expected 

I 
(Clark &Weir, 2002). Here, it will be expected that the hyponyms of a word to be evenly distributed, 

and consider that if it is not then one of the hyponyms will be likely to be more specific than the 

I 
current word in question, yet still general enough to be valid. The reasoning here is that a word with 

will balanced hyponyms will probably be as specific as possible, since selecting any of its hyponyms 

over the others would unnecessarily exclude them. The two example diagrams show trees for "eat". 

Without even looking at the counts of the hyponyms, we can determine that "food" has well 

balanced children, and that it and all its children are probably edible. On the other hand, "matter"

I has a low probability of being balanced, so it is likely that a small number of its hyponyms will be 

much more inclined to be eaten than all the others. 

I 
I Food Matter 

chi probablhly=O 9 chi probablhty=O 2 

I Apple SJusage Cheese Food Bnck Table 

count=50 count :::53 count=48 count=200 count =4 count=6 

I 
I 

The expectation for a hyponym will be the number of times it appears with any verb multiplied by 

fraction that any noun appears with any verb. The following assume that n, is the ith hyponym of 

noun n. There are m - 1 degrees of freedom. 

I 
I 
I 
I 
I 
I 
I 
I 
I 
I---~
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6.3.1. Chi Squared Probahility Algorithm 

In order to make the scoring consistent amongst different words, the probability that the skew of 

the hyponyms is less than X2 should be considered as opposed to the raw score, and a reverse look 

up is needed to find the probability of the word's children being skewed. To do this, one must divide 

the lower incomplete gamma function of half the degrees of freedom and half the chi value by the 

gamma function of half the degrees of freedom (Press, Teukolsky, Vetterling, & Flannery, 2007). 
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The probability value is calculated numerically. To keep number sizes down so as to prevent 

I overflows, the logarithm of gamma is calculated first and then exponentiated. For this we use 

lanczos' approximation, which, for certain coefficients c and integers y and N is: 

11 [C C C]II f(d + 1) = (d + Y+ _)d+ze-(d+Y+z) x..f'Ei Co +_1_+ _z_+ ... +_N_+ E 
2 d+l d+2 d+N 

I
 To calculate the upper incomplete gamma function, there are two methods. Using a series is
 

preferable when using small values of chi squared as compared to the degrees of freedom (it 

converges faster when x<d+1), otherwise using a method with continuing fractions is more optimal. 

I The series method is calculated using part of the infinite sum for the lower incomplete gamma 

function, which can then be used to find the upper incomplete gamma function. 

I 
red,x) = fed) - y(d,x) y(d X) = e-xx d 't'oo_ fed) x n 

, "'n-O f(d+1+n)

I The terms can be calculated more efficiently using the following fact: 

I
 f(d + 1) = df(d)
 

The upper incomplete gamma function can also be expressed as a continuing fraction. 

I 11-d1Z-dZ)
f(d,x) = e-xxd - 1 - 1 - ...(x+ + x+ + x+

I Again, this can be evaluated until within an adequate tolerance. 

I 6.4. Falling Weighted Resnik's Method 

I 
With a weight of 1.0, Resnik's method will always provide more general results, as opposed to 

specific ones. Thus, it is possible to develop a new method whereby slowly dropping the weights and 

evaluating the results by a different method, it should be possible to find a weight that works on a 

I 
per verb basis. The first method of evaluating the results is by hand. Nouns such as "entity" and 

"abstraction" are almost always going to be too general to give any useful information, so a list of 

useless nouns can be made beforehand. The algorithm will start by binary searching for the highest 

weight that causes the first result to not be in the useless list. That result and its subtree are then 

I removed from the pool of available results, and it is repeated, finding a new highest weight to find 

I 
the next result. The first few results produced for "win" are as follows. Here, the first three were 

considered to be incorrect. 

I 
I 
I 
I 

Resnik weight Noun Resnik Score Chi Score Hypernym's Chi 

0.9990234 Abstraction 0.2807405 0.6990989 0.0 

0.826416 Psychological 
feature 

0.2891677 0.0 0.6990989 

0.8095703 Event 0.2933483 0.9583333 0.0 

0.7412109 Contest 0.3172672 0.9998016 0.0 

0.7412109 Championship 0.2725338 1.0 1.0 
0.7412109 Backing 0.2618122 1.0 0.0 

L
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Whilst human selection of nouns to eliminate seems to find the correct weights when done per verb, 

I it is not generally possible to construct a complete list of verbs that are unwanted. It is, for example, 

I 
possible to "consider an entity", thus "entity" cannot universally be deemed useless. To avoid having 

to select words manually, when a word is selected as a potential result, it can be evaluated in other 

ways, such as by examining the score it attained from chi squared testing. Clearly those words with 

I 
low chi squared values should be discarded; however doing this is not enough, as "abstraction" and 

"event" demonstrate above. One way to attempt to deal with this is to look at the score of the 

hypernym as well, as this will ensure that a result will only be returned if two levels of the tree are 

fairly even. 

I 6.4.1. Gcncrality 

The cost of looking at two consecutive scores is some generality, as evidenced by the low chi score 

I of the hypernym of "contest". It is a trade off between having either a bad word and good word, or 

I 
the good hyponyms of the bad word and the slightly less good hyponyms of the good word. The 

route opted for in the program is to discard any word who has a chi squared probability of less than 

half, or whose parent does. In addition to this problem, there is the question of how useful a 

I 
particular selection is. For example, "buy matter" is technically correct, as any object made from 

matter may be bought, however it isn't particularly meaningful, as a person would not generally 

think about matter in that way. It would be more useful to have several hyponyms of "matter" 

returned. The current method used in the program does not deal with this very well and 

I consequently opts to return the more specific results. 

6.5. Results

I The following table shows the top ten picks for the modified Resnik's method on six verbs. The direct
 

I
 
object is requested with no restrictions on subject. The cut off value for chi squared was a half,
 

applied both to the word and its immediate hypernym.
 

I 
I 
I 
I 
I 
I 
I 
I 
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6.5.1 Results Table 

I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
I 
L
 

Buy Sell Invest Find Win Eat 
Artifact Artifact Medium of Information Championship Food 
Artefact Artefact exchange technology Title Nutrient 

Monetary IT 
system 

Security 
Certificate 

Writing 
Written 
material 
Piece of 
writing 

Money Position 
Spatial Relation 

Championship 
(contest) 

Solid 

Relation 
(contract) 

Relation Sum 
Amount 
Total 

Way 
(condition) 

Award 
Accolade 
Honor 
Honour 
Laurels 

Pork barrel 
Pork 
(legislative 
approach) 

Monetary unit Copy 
(written) 

Large indefinite 
quantity 
Large indefinite 
amount 

Way 
(journey) 

Game 
(contest) 

Meal 

Engineering Transcript Large integer Way Prize Food 
Engineering Copy (portion) Award Food for 
science thought 
Applied science Intellectual 
Technology nourishment 

Plant Substance Percentage Way Aid Information 

Flora Percent Path Assist technology 
Plant life Per centum Way of life Assistance IT 

Pet Help 

Distribution 
(spreading 
sense) 

Engineering 
Engineering 
science 
Applied 
science 
Technology 

Assets Artifact 
Artefact 

Game 
(fun) 

Animal 
Animate being 
Beast 
Brute 

Creature 
Fauna 

Tree 
Tree diagram 

Asset 
Plus 

Investment 
company 
Investment 

Com munkation Game 
(tennis) 

Vascular plant 
Tracheophyte 

trust 
Investment firm 
Fund 

Ad Drug Sum Direction Game Helping 

Advertisement Total Way (score) Portion 

Advertizement Totality Serving 

Advertising Aggregate 
Advertizing 
Advert 
Security Plant Amount Concept Game Plant organ 

(safety) Flora Conception Biz 
Plant life Construct 
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6.5.2. Analysis of Results 

The results are broadly accurate. There are a few oddities, such as "buying fauna" and "trees", and 

"finding information technology". Also, many words appear in multiple senses, not all of which are 

relevant. Fortunately, they do seem that they appear in order of relevance; the examples here being 

"win game" and "find a way", with the top senses being that of a contest and of a method or 

condition respectively. 

6.6. Problems and Possible Improvements 

6.6.1. Chi SlJuared Expectation 

Currently, the value of chi squared is calculated with the expected value being proportional to the 

fraction of times the noun appears with any verb. One possibly route for exploration is to expect all 

hyponyms to appear evenly in an absolute sense. 

6.6.2. Incorrect Senses 

There are certain senses that appear to be correct in a literal sense but are clearly absurd. The best 

example of this is the ability to "win meat". Since it is common to "win a game", and "game" is a 

type of "meat" in the hunting sense, then "game" is chosen as a result in the incorrect sense. There 

are two ways to deal with this. The first would be to say that only literal words are important and 

that only "game" itself should be returned and not one instance for each sense that is selected. 

Hopefully, since no nouns surrounding an incorrect sense in the hypernym tree would have been 

seen, the word seen itself would be listed as a result and not any of its hypernyms, thus allowing the 

senses to be returned literally. The second method is to identify each incorrect sense in the tree by 

the same reasoning, so anything with very low counts surrounding it would be ignored. 

6.h3. Overspecialised Corpus 
A problem that occurred with the verb "buy" at one point was that a high result was "bobbin" or 

"spoof', as in that which is used in a sewing machine. The reason for this is that the corpus used was 

a newspaper which ran a series of articles about a prison where the inmates were employed to make 

these objects. Consequently, from analysing the corpus, it is difficult to tell whether this is genuine 

or not, as it truly is a word that often appears with that verb. The obvious solution is to use more 

varied and larger corpora, but this may introduce more similar problems elsewhere, and by the time 

the corpus is large enough to smooth all these problems over, it is likely to have reached a size 

where the running time and memory usage is unfeasible. 

6.6.4.lt 

As seen above, a major problem with the verb "fincl" was that it returned "information technology". 

This is not because it is common to find that, but because it is homonymous with the pronoun "it". 

Clearly something must be done about this, as it is likely to have a large effect on the results of this 

verb and others. One method is to treat "it" as one would a noun, and to divide counts evenly 

between the two senses. Another better method would be to do some more analysis on the 

sentence and find out what "it" is likely to refer to. The fact that it is not a noun will likely be 

indicated in the tags, and it could be have its score split between nearby nouns that it may refer too 

(or be left out entirely). 



I 
I 

24 

6.6.5. Mnltiple Homonyms

I Given that one literal word may appear many times with many senses, since many of the lower 

I 
senses are irrelevant, it would be useful to stop considering a literal word at some point after seeing 

it for the first time. Either only the top sense could be considered, or perhaps the counts of the other 

senses could be modified in some way to reflect the fact that something similar has been seen. 

I 
6.6.6. Indirect Object 

With a verb like "invest", a human would generally wish to consider things one would invest in as 

I 
opposed to things one would invest. For this support for the indirect object would be required. This 

can easily be added. It is almost equivalent to the implementation of ncsubj and dobj, however iobj 

would have to be annotated each time with a preposition, and the possibility of having many of 

them would have to be counted. Since one can "invest in stocks at the office on Friday". This would 

I require modifying the relation tree to contain a field for a parameter preposition, and to include this 

in the comparison of nodes. 

I 
7. Guide to Analytical Code 

I 
I 7.1. Results Object 

The output of all the functions for analysing the data will be lists of ;;'c'out ': objects. This is a simple 

structure which holds the sense and the various scores. It also contains three static functions: one 

function to convert each a ;','0< d r and a S·.'!:.e into a string, and another to print a list to the 

terminal. 

I 7.2. Score Calculation 
The Resnik score is calculated recursively on nodes the hypernym tree. This operates in the functions 

I Ini tResnik which appear in BY!,',l 'C,ye and liNQcic. Similarly, chi squared score is recursed using 

I 
InitChi. This makes a call to CalcChi which sums the tallies for hyponyms, calculates the 

expected from times the noun appears with any verb, and then the observed from those that are 

seen with this verb. It then sums these and calls the static function c1, "1:::;'111,' ,., 'dj, 10k i if!. LookUp. 

which contains an implementation of the numerical method described earlier. 

I 7.3. Simple Result Picking 
The straightforward method of picking is to use the Pick function, which, having previously selected 

I a Resnik weight using AnnotateResnik, will return the n top results. It operates by maintaining a 

I 
list of all HNc:J~' objects, constructed using AddToList. Then, in a loop, the list is iterated finding 

the highest Resnik score. Upon doing this, Take is called; this being a function to carry out the 

necessary work of having a result removed from the list. First it finds all objects in the list matching 

its sense. It then calls RemoveFromList on these, which in turn calls RemoveChildrenFromList 

I and RemoveParentsFromList to remove all children and parents of this node from the potential 

result. This is because, upon finding a result, we implicitly have all its hyponyms, and its hypernyms 

must be discardable as if they were good results they would have been picked already. 

I
 
I
 
I
 
1­



I 

I 
51 

i ,;; J • j sense_info; 

I 
1/ Try the cache first. 
if (sense. category ""'" n,'_~ I.Noun && 

noun_cache,TryGetValue(sense.offset, out 

I
 
return new I· .~ , (sense, sense_info) ;
 

sense_info = new;' - . ~~-. ~ () i
 

string db;
 
/1 Select the appropriate data file.
 
switch (sense.category) 

I
{ 

case .Noun: 
db= "data.noun"; 

case .. Verb: 

I
 
db "data. verb";
 

case .Adj:
 
case 'i' • SatAdj :
 

db "data. adj" i 

I 
case . ·,-.Adv; 

db "data.adv"; 
default: 

return null; 

I
 
/1 Open the data file, seek 

I, file = new ,,',' 
file.Seek(sense.offset, 
string line =- ""; 
while (true) { char c 
file.Close (); 

sense_info. literals : 
sense_info.hypernyms : 
sense_info.hyponyms : 

break; 

break; 

break; 

break; 

sense_info)) 

to the offset, and read the line. 
(dict + db, ,". .Open, .Read) ; 

'';' .Begin); 

I
 
I string[] split line=line.Split(' '); 

I 
1/ Count the literals then add them to a list. 
int literals count = 

int. Parse (split_line [3] ,System. Globalization .1'h 'b'_' ~~, ,<I, f,'. AllowHexSpecifier) i 

for {int i = 0; i <: literals_count; i++} 

sense_info.literals.Add(split_line[4 + (2·i)]); 

I II Count the pointers then add them to a list. 
int pointer_count=int.Parse (split_line [4+ (2·1iterals_count )]); 
for(int i=O;i<:pointer count;i++) 

I 
I 

( ­
string pointer_symbol=split_line(S+(2.1iterals_count)+(4·i)}; 
if (pointer_SymbOl. Equ6l1e ("<-0") I Ipointer_symbol. Equals ("(",i") ) 

sense info.hypernyms.Add( 
int.Parse(split line[6+(2·literals count)+(4*il])); 

if (pointer_symbol .Equals (" -") II pointer_symbol. Equals (" -i") ) 
sense info.hyponyms.Add{ 

int.parse(split_line(6+(2·1iterals_count)+(4·i)]») ; 

I 1/ Read the gloss.
 
sense_info.gloss = line.Substring(line.LastlndexOf(' I') + 2) .TrimEnd('\n');
 

II Cache this and return it. 

I I= (char)file.ReadByte(); line += Ci if (c \n }break; } 

new L! ';~<:6tring> (); 
new L,1;c.: <:int>(); 

new L1 ,-<:int>(); 

I if (sense.category 
return new I'''' 

I 
I 
I 
I 
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~_ .Noun) noun_cache. Add (sense.offset, sense_info) i 

(sense, sense_info); 

_ 


